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1 Introduction

Measuring the health state of individuals is important for the evaluation of health interven-
tions, monitoring individual health progress, and as a critical step in measuring the health
of populations. Self-report responses in household survey data are widely used for assessing
the non-fatal health status of populations. These data typically take the form of ordered
categorical (ordinal) responses. Over the past three decades, there has been great progress
in developing instruments to measure the multiple domains of health that are reliable and
demonstrate within population validity [29],[22].

One key analytical issue is that these self-report ordinal responses are not comparable
across populations primarily because of response category cut-point shifts. Conceptualizing
the observed responses as resulting from a mapping between an underlying unobserved
latent variable (e.g., ability on the domain of mobility) and categorical response categories,
cut-points are threshold levels on the latent variable that characterize the transition from
one observed categorical response to the next. If cut-points differ systematically across
populations, or even across sociodemographic groups within a population, then the observed
ordinal responses are not cross-population comparable since they will not imply the same
level on the underlying latent variable that we are trying to measure (Figure 1). Another
way of characterizing this problem is that, for the same level of the latent variable on any
given domain, the probability of an individual responding in any given response category
is different across populations. This issue of cross-population comparability is not limited
to health surveys: it is of equal relevance to self-report surveys on responsiveness of health
systems, as well as to numerous other questions that rely on ordinal responses.

One example of self-report health data comes from the WHO Multi-Country Household
Survey Study on Health and Responsiveness [26]. The main self-report question on the
domain of mobility is: “Overall in the past 30 days, how much difficulty did you have with
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Figure 1: Mapping from unobserved latent variable to observed response categories

moving around?” Respondents are asked to classify themselves using one of five response
categories: “l=Extreme/Cannot do; 2=Severe difficulty; 3=Moderate difficulty; 4=Mild
difficulty; 5=No difficulty.” We can hypothesize that cut-points may vary between popula-
tions because of different cultural or other expectations for domains of health. Cut-points
are also likely to vary within a cultural or sociodemographic group. The cut-points for
older individuals may shift as their expectations for a domain diminish with age. Men may
be more likely to deny declines in health so that their cut-points may be systematically
shifted as compared to women. Contact with health services may influence expectations for
a domain and thus shift cut-points [20].

Empirical examples suggesting cross-population cut-point shifts in health surveys abound
[23]. For instance, in Australian national health surveys comparing the self-reported health
status of Aboriginals with that of the general population, only around 12% of the Aboriginal
population characterized their own health status as fair or poor, while more than 20% of the
general population rated their health in these low categories. By any other major indicator
of mortality and morbidity, the Aboriginal population fares much worse than the general
population, which suggests that there may be important differences in the interpretation
of categorical responses in the different sub-populations due to shifts in response category
cut-points. Residents of the state of Kerala in India — which has the lowest rates of infant
and child mortality and the highest rates of literacy in India — consistently report highest
incidences of morbidity in the country [19].

The object of this document is to elaborate on several statistical models used in the
analysis of survey data. First, we focus on off-the-shelf models that are widely available
as part of any standard statistical software. In particular, we demonstrate the problems of
inference that arise from these standard methods when the underlying data are not cross-
population comparable. In later sections, we introduce methods that modify these standard
routines to enhance the cross-population comparability of survey analyses.



2 Models for Analyzing Ordinal Survey Responses

We begin by describing the application of existing statistical models for the analysis of
ordinal survey data. These models serve as the building blocks for the methodological
innovations introduced in subsequent sections. In particular, the focus is on two off-the-
shelf methods: (a) the ordered probit model (widely used by econometricians and other
social scientists), and (b) the partial credit model (from psychometrics). Both these models
are used in the analysis of ordered categorical response data. The partial credit model is a
multiple-category generalization of the Rasch model and is part of a large body of literature
— often referred to as item response theory (IRT) — which has its roots in educational testing
using standardized exams.

One needs to be careful, though, in using these standard models in the analysis of data
that may not be cross-population comparable. In other words, if there are good reasons to
believe that respondents saying they are in “good” health in Ethiopia and in Denmark mean
very different things in terms of an underlying latent variable measure, then the use of these
methods without correction may lead to very misleading conclusions regarding the actual
levels of health in these two populations. In order to better demonstrate this point, and
to subsequently introduce some methodological innovations dealing with cross-population
comparability, a simulated dataset is utilized. The simulated dataset consists of 1,000 re-
spondents each from two hypothetical populations (countries A and B) for which the level
of health on a domain, say mobility, is to be estimated based on self-report categorical re-
sponses to three questions (one core question, and two auxiliary questions). These questions

are:1

Main Question: “Overall in the past 30 days, how much difficulty did you have moving
around?”

Auxiliary Question 1: “Overall in the past 30 days, how much difficulty did you have
standing for long periods such as 30 minutes?”

Auxiliary Question 2: “Overall in the past 30 days, how much difficulty did you have
climbing several flights of stairs or walking up a steep hill?”

Each of the questions asks the respondents to pick one of five responses:

1 = “Extreme/Cannot Do”

2 = “Severe”

= “Moderate”
4 = “Mild”
5 = “None”

Since this is simulated data, the true mobility levels are known for each respondent. This
enables a comparison of the estimated mobility levels versus truth for the different models.

IThe questions mirror those in the WHO Multi-Country Study.
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Figure 2: Distribution of responses for three self-report questions in countries A and B

The simulated data is generated based on the assumption that true mobility is a function of
age, sex, education, and country of residence for each respondent. An individual-level ran-
dom effect term is also added to represent other individual-specific unobserved factors that
might affect mobility. Table 1 reports the mean age, education level, and sex distribution
in the simulated sample.

Table 1: Descriptive statistics (simulated data)

Country Mean Age Mean Education Female N
A 38.72 4.72 500 1,000
B 38.63 7.33 492 1,000

In addition, the simulation allows cut-points for each question to differ by sociodemo-
graphic group. The response category cut-points are generated as functions of age, sex,
education, and country of residence. Figure 2 plots the distribution of the simulated “ob-
served” categorical responses for the three questions for countries A and B.? At first glance,
the distribution of self-report responses in the two countries does not look very different.

In the next two sub-sections, these data are analyzed using both the ordered probit
model and the Rasch-based partial credit model. It is assumed that the data analyst has
access to the self-report categorical responses as well as standard demographic variables
such as age, sex, education, and country of residence for each of the respondents. The goal

“In generating the categorical responses, a stochastic error term with a variances ranging from 15 to 25
units was used (assumed different across questions, with auxiliary question 2 being the “noisiest” question).



is to estimate mobility levels in the two simulated populations using these data. In later
sections, we introduce models that allow response category-cut-points also to be functions
of covariates. In such models, the direction of shift for the response category cut-points
is also of substantive interest (e.g., to test the hypotheses that more educated respondents
have higher cut-points indicative of higher norms, or that older individuals respond based
on norms for their age category, and so on). Of course, such models can also be used for
testing hypotheses relating to causal inferences and other tests of statistical significance.

2.1 The Ordered Probit Model

The ordered probit model assumes there is an unobserved latent variable Y;* (mobility)
distributed with mean p; and variance 1, where ¢ refers to the respondent.® The mean level
of the latent variable is a function of individual-level sociodemographic characteristics such
as age, sex, education, and country of residence,

Y ~ N(u,l), i=1.,N

(3

pi = Zip.

Let y; be the observed categorical response of individual ¢ to the main self-report question.
The ordered probit model stipulates an observation mechanism such that:

s =k if TPl <Y < 7 for 9= —00, " =00,Vi&k=1,..,5.
Y i

Also, it follows from the set-up of the model that 7! < 72 < 73 < 7%, Given this structure,
the probabilities of responding in any given category k = 1, ..., 5, conditional on a vector of
covariates Z;, can be derived as:

F(T1 - ZlB), k=1
F(r* = Z|p) = F(t' = Z]B), k=2
Pr(y; = k)= F(r*-Z|B) - F(r* - Z|3), k=3 (1)
F(t* = ZIp)—F(r* - ZIp), k=4
1—F(T4—Z{ﬂ), k=25,

where F'(-) is the standard normal cumulative distribution function.

If the observations are assumed independent across individuals, then the likelihood func-
tion is simply the product of the probabilities of observing each value of y; in the dataset.
Estimates of the 3 vector as well as the cut-points 7% may then be obtained using maximum
likelihood methods. It is important to note that the standard ordered probit model assumes
the same set of cut-points for the entire sample. Table 2 reports the results from a run of
the ordered probit model for our simulated data for the main question in both countries.

Figure 3 plots the cut-points estimated from the ordered probit model versus true cut-
points for the main question. Because the true cutpoints may vary across individuals but

3Gince the latent variable is unobserved, the variance of the latent variable conditional on determinants
is arbitrarily set to 1 in the ordered probit model. In addition, in order to identify the model, the constant
term is set to 0. These conventions produce a scale that is unique up to any positive affine transformation,
i.e., the latent scale has so-called interval properties.



Table 2: Estimation results : ordered probit
Variable Coefficient (Std. Err.)

Age 30-44 -0.079 (0.065)
Age 45-59 -0.166 (0.077)
Age 60+ -0.498 (0.088)
Male -0.062 (0.053)
1 < Educ <6 0.124 (0.091)
6 < Educ < 11 0.245 (0.096)
Educ > 11 0.344 (0.113)
Country B -0.232 (0.056)
71 -1.612 (0.102)
72 -1.335 (0.1)
73 -1.01 (0.098)
T -0.365 (0.096)
Third cutpoint 5 Fouth catpont.
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Figure 3: Predicted versus true cut-points: ordered probit for main question

the model assumes that they are fixed, each predicted cutpoint is associated with a range of
different true values. Figure 4 is a plot of true mobility versus estimated average mobility
using the standard ordered probit model. As reported in the graph, the R-squared value is
only about 0.011. Not only does the ordered probit model predict the mean mobility poorly,
it also predicts that the average mobility is lower in country B (see coefficient on country
B in Table 2) even though the true level of mobility is higher in country B in the simulated
data. The basic point of this simulation experiment is simple: if there are significant cut-
point shifts in the underlying data-generating mechanism then using standard procedures
such as the ordered probit model to analyze the data can be very misleading.

Since the ordered probit model is a probability model, we can also obtain the predicted
probabilities of responding in each of the five categories for the main question, given any
particular level on the underlying latent variable scale (Figure 5). We have used only the
main question for analyzing the data using the ordered probit model. One way to analyze



R-squared = .011 RMSE = 21.264
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Figure 4: Predicted versus true mobility: ordered probit for main question
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Figure 5: Predicted probabilities: ordered probit for main question

multiple questions using this model would be to pool the data and allow for a dummy
variable per question (since the cut-points will be assumed to be the same for all questions).
However, doing this will yield a different mean value of the latent variable per question for
each individual. Running the model in this way is potentially confusing, since we assume
that an individual has a single value on the latent variable of interest that informs answers
to all three questions, but this procedure would allow estimates of this latent variable to
differ by question.

2.2 The Partial Credit Model

A second model that is often used in the analysis of ordinal data is the partial credit model
from item response theory. This is basically a polytomous extension of the binary-response



Rasch model [16],[17],[18].* Suppose there are N respondents, each answering J questions
on a given domain. Individual ¢ = 1, ..., N chooses response category k = 1, ..., 5 for question
j =1,...,J. The partial credit model conceptualizes the ordinal nature of the categorical
data as a series of dichotomies or “steps”.” These dichotomies are modeled such that
the probability that a respondent chooses response category k, given the choice between

response category k or k — 1, is:

Pr(y;; = k) _ (i —57)
Pr(yij =k—1)+Pr(y;; =k) 1+ exp(B;— 6;“)

k
¢ij =

Here, Pr(y;; = k) is the probability that individual ¢ responds in category k for question
J, and ¢ is the corresponding probability of responding in category k conditional on
responding either in category & — 1 or k. (; is the “ability” of individual ¢, and 6;“ is the
“difficulty” associated with the k-th step in question j. In other words, the probability of
responding in category k, conditional on responding either in category k—1 or k, is modeled
as a positive function of a person’s ability and a negative function of the difficulty for the
question category. Making use of the condition that the probabilities of responding in a
category must sum to 1 across all five categories for each individual ¢ and question j, i.e.,

Pr(yij = 1) + Pr(yij = 2) + Pr(yij = 3) + Pr(yy; = 4) + Pr(yi; = 5) = 1,
a general expression for the probability of responding in the kth category (where k = 1,...,5)
can be derived: 1
expl(k—=1)8 — > ;—00""
Py = k) = S~ 1= S o7

s=16xp[(s —1)B; — fn_zlo ;n] ’

where, for notational convenience, Z?n:() 6? = 0. For the case of five categories, the proba-
bilities of responding in each category can be written as:

1/A,
exp(f; — 6;)/14,
Pr(y;; = k) = { exp(26; — 0] — 63)/A,
exp(36 — 01 — 8/ ~ 57)/4,
exp(40; — 5; - 5? - 55? - 5;‘)/14,

il
I

CU ks W N~
—~~
)
S—

where A is the expression

A=1+exp(f — 6;) + exp(26; — 6} - 6?) + exp(30; — 5} - 5? - 65’)
+exp(4f; — 65 — 65 — 65 — 67)

For a fixed number of questions, the unconditional estimation of the likelihood function
yields difficulty parameters that are inconsistent [16],[3]. Consistent estimates of the dif-
ficulty parameters can be obtained by conditioning on the raw score (i.e., on the sum of
responses across questions for each individual). So, for example, the conditional probability

4The Rasch model is a fixed-effect logit model and can also be reformulated as a quasi-symmetry loglinear
model [25],[8].
5In this sense, the partial credit model can be viewed as an adjacent category logit model.



that a person responds in category 2 for all 3 questions is calculated as the joint probability
divided by the probability of getting a raw score r of 6 across the questions:

Pr(yin = 2)Pr(yi2 = 2)Pr(ys3 = 2)
Pr(r =6)
The likelihood written in this manner is free of the ability parameter 3. Once the difficulty

parameters have been estimated using the conditional approach, estimates of G, can be
obtained using the unconditional likelihood derived from:

1/A, k=1
exp(By — 531;)/141 E=29
Pl‘(yij = k) = exp(QBr — 531 — 532)/147 k=3
exp(35, — 8} — 02 — 63) /A, k=4

exp(48, — 0} — 02 — 63 — 04) /A, k=5,

The notation changes to &, because this method requires only one estimate of ability for
every possible sum score of responses across all questions.

In the partial credit model, the difficulty parameters are points on the latent variable
scale where the probabilities of responding in one category or the next are equal. Alterna-
tively, the difficulty parameters are points where the probability of responding in category
k, conditional on responding in categories kK — 1 or k, is 0.5. The ability parameters can be
thought of as estimates of the individual’s underlying latent variable. The estimates of abil-
ity levels can be compared to true mobility for the simulated data to assess the performance
of this model. This simple version of the partial credit model assumes that the difficulty
parameters do not vary by sociodemographic characteristics which — in the language of
psychometrics — is akin to saying that it assumes there is no “differential item functioning”.

Table 3 reports the difficulty parameters for the simulated data obtained by running
the conditional likelihood procedure in STATA (for identification, §! is set to zero for the
main questiom).6 Figure 6 plots the estimated ability parameters versus the true mobility.
As with the ordered probit model, Figure 7 reports the predicted probabilities from the
model for given values of ability. The predicted probabilities are quite similar to those
that are predicted by the ordered probit model (Figure 1). As the value of the latent
variable increases, the probability of responding in the lowest category becomes small and
the probability of responding in higher categories increases.

The partial credit model does better than the ordered probit model in predicting the
true level of mobility. The R-squared value is much higher than that of the ordered probit
model. However, the comparison between the two models is not entirely fair since we only
use one question for the ordered probit model and all three questions in the partial credit
model.

In the formulation introduced here, the partial credit model uses no extraneous infor-
mation (i.e., covariates such as sex, age, and education) in the estimation of the abilities.
In the next subsection, we present an alternative specification of the model that includes
covariates.

SEstimates of the difficulty and ability parameters using STATA were of the same magnitude as those
obtained using IRT software such as WINMIRA and RUMM.



R-squared = .221 RMSE = 17.437
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Figure 6: Predicted versus true mobility: two-stage partial credit
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Figure 7: Predicted probabilities: two-stage partial credit for main question
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Table 3: Estimation results : two-stage partial credit
Variable Coefficient (Std. Err.)

51

Dummy Aux 1 0.207 (0.183)
Dummy Aux 2 1.615 (0.178)
52

Dummy Aux 1 0.225 (0.186)
Dummy Aux 2 0.723 (0.183)
Main question -0.795 (0.267)
53

Dummy Aux 1 1.277 (0.154)
Dummy Aux 2 1.797 (0.151)
Main question -0.933 (0.187)
54

Dummy Aux 1 -1.267 (0.11)
Dummy Aux 2 1.291 (0.131)
Main question -0.544 (0.175)

2.3 The Partial Credit Model with Covariates

The partial credit model can be reformulated so that instead of having a dummy variable
per individual §;, variables such as age, sex, education, and country of residence can be
introduced. Such a modification to the partial credit model is especially useful in the
analysis of health survey data given that sociodemographic variables are usually collected in
such surveys. Equation (2) with covariates can be written as the probability that individual
¢ responds in category k for each of the questions j, conditiona on a cto o co a iat
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